Debugging Realtime Software in


 a Multitasking Environment








Ideas in Science and Electronics


May 6 1997,  Albuquerque, NM








Presented by:	Doug Abbott





Abstract.  The need to track multiple threads of execution, and to interact with the physical environment, complicate the process of debugging software built around a multitasking kernel. Often the “snapshot” provided by a conventional breakpoint is insufficient.  Rather, a history of how we got here is more useful.  Furthermore, in the absence of expensive specialized tools, the target environment is often not a very “friendly” place for debugging.





This paper will look at techniques for debugging in the Host development environment as well as ideas for effective use of logic analyzers and emulators. 
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Multitasking is the paradigm of choice for interrupt-driven realtime systems because it offers a way to reliably structure interrupt servicing code.  Its also a useful technique for partitioning a large system into small units called “tasks.”  From a design and coding standpoint these tasks can be regarded as being essentially independent of each other.





From a debugging standpoint, however, multitasking can be a nightmare, precisely because it’s interrupt driven.  You may be stepping through one task at source level only to discover, after much puzzling, that the real problem was the interrupt that triggered another task between source lines of the task you’re following.





The perspective of this presentation is that of a developer of relatively small systems in an environment that can’t necessarily afford a lot of sophisticated test equipment.  So there is a need to improvise and be creative in the debugging process.
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Embedded product development typically goes through several phases.  Time-to-market pressures mean that software development must proceed in parallel with the hardware.  Thus different debug strategies are required for each phase:


Even before the hardware is defined in detail, its basic functionality is known.  At this stage, high level simulation in the host development environment can be a useful way to get started.


Once the hardware is defined, more detailed simulations can be employed to test lower levels of the code.


While the hardware is being checked out, an In-Circuit Emulater (ICE) is an invaluable tool


Once the hardware is stable, an in-target monitor coupled to a source-level debugger is the best choice.  There are several ways to connect the monitor with the debugger.


Finally, it may be useful to leave some testing facilities in the product for use at the customer’s site.
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By now, most programmers are familiar with source level debuggers like Codeview or Turbo Debug.  They are powerful, intuitive tools for understanding the behavior of a program.  But the multi-threaded nature of realtime software introduces some additional complexities:


What does it mean to “step” through the code of one task when other tasks are executing in parallel?  Between one source line and the next an interrupt may trigger a higher priority task.  A lot can happen before the debugger regains control.


When the debugger encounters a breakpoint, does it stop the whole system or just the task in which the breakpoint is set?  Either approach may be useful depending on the kind of problem you’re tracing.


Codeview chokes if it encounters a breakpoint in an interrupt routine.  It just locks up.





In a single-threaded program the stack can be, and often is, several thousand bytes, ie big enough.  But in  a multi-threaded environment it is usually necessary to keep the stacks as small as possible to fit within limited RAM.  This increases the risk of stack overflow which can be a particularly nasty problem because the symptom may not show up until long after the overflow itself occurred.  One technique for detecting potential stack overflow is to initialize each stack with some unique value and then periodically see how close to the “bottom” each stack is getting.  This could be checked, for example, each time a context switch occurs.
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The complexities of a multitasking embedded system  argue for doing as much testing as possible in your host development environment.  After all, it’s available as soon as you start writing code and it has features for easy user interaction.





The host typically has powerful, easy to use tools such as profilers and source-level debuggers.  It also has a file system which gives you the means at least to automatically document test results and to build reproducible test suites.





On the other hand, debugging on the host implies that your multitasking kernel runs on the host as well as on the target.  If your target is an Intel processor, you’re probably OK.  After all, the PC architecture as a platform for embedded systems is becoming increasingly popular.  A recent study quoted in Electronic Design magazine found that 20% of embedded systems developers are currently using the PC architecture with that number expected to rise to 34% in two years.





But if your target is something else, you need a portable kernel that runs on both processors.  Portability is not a serious problem in principle because most kernels today are written largely in C with a minimum of processor-dependent code.  In practice, the issue is whether or not your kernel vendor supports host execution and how much this luxury costs.
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We must acknowledge some serious limitations to this approach, especially if your target processor is substantially different from the host processor.  You won’t be able to accurately measure timing or performance.  There are at least a couple of reasons for this: 


Different compilers produce code of widely varying quality with respect to performance.  Some compilers implement non-standard features to support specific processor architecture


Cache-- even different cache strategies--can greatly affect performance.





There may be architectural differences as well.  Compilers for microcontrollers such as the 8051 implement architecture-specific extensions as for example, a “bit” data type.  These extensions need to be abstracted out in the host environment.





Some algorithms operate differently in a Big Endian machine than in a Little Endian.





Host-level debugging is thus largely confined to verifying basic functionality.  This of course is the first step in the debug process and it’s useful to separate this step from issues of performance.  Get the basic functionality down first, then move on to the target to evaluate the performance issues.





Instruction-level simulators running on the host can also be an effective approach to dealing with architectural differences.


�Slide 6


�








When you characterize the content of most embedded system software, you will usually find that approximately 5% of the code deals directly with the hardware.  “Everything else” is independent of the hardware and therefore shouldn’t need hardware to test it, provided that you can supply the appropriate stimulus to exercise it.





Unfortunately, all too often the 5% of hardware-dependent code is scattered randomly throughout the entire system.  In this case you’re virtually forced to use the target for testing because it is so difficult to “abstract out” the hardware dependencies.





The key to effective host-level testing is rigorous software structure.  Specifically,  you need to isolate the hardware-dependent code behind a carefully defined API that deals with the hardware at a higher, more abstract level.  This is not hard to do but it does require some planning.
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Here is an example of how not to structure code for handling hardware.





This is a task that scans a multi-channel A/D converter and does some processing on the resulting data.  The task reads the current channel from the A/D’s data register, loads the next channel number in the channel register and starts the next conversion.  The register reads and writes are built right into the application task code.





This is considered “bad practice” for several reasons:


It clutters up the task code with unnecessary detail.


It may become necessary at some later time to change to a different A/D converter with a different register protocol.


Or we may simply wish to reuse the AnalogIn task in a different environment.


The hardware may not be ready when we’re ready to test software and so it would be useful to be able to substitute a simulation of the A/D.





With hardware access built right into the application code, its almost impossible to test AnalogIn without the real hardware.�Slide 8
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A better approach is to “abstract out” the hardware details by introducing a layer of “driver functions” between the application and the hardware.  Here we have substituted the function ReadAD for the explicit register reads and writes of the previous slide.  ReadAD returns the value of the channel just converted.  It takes as an argument the next channel to convert and starts the conversion.





ReadAD can (and should!) be in a separate module along with all other hardware-dependent functions and tasks.  Now the AnalogIn task is hardware-independent and may be easily reused in different environments simply by substituting a different implementation of ReadAD, perhaps even a simulation.
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If your hardware-dependent code is carefully isolated behind a well-defined API and confined to one or two source code modules, you can substitute a simulation of the hardware-dependent code that uses the host’s keyboard and screen for I/O.  In effect, the simulated driver “fools” the application into thinking the hardware is really there.





You can now exercise the application by providing stimulus through the keyboard and noting the output on the screen.  In later stages of testing you may want to substitute a file-based “script driver” for the screen and keyboard to create reproducible test cases.





Think of this as a “test scaffold” that allows you to exercise the application code in a well-behaved, controlled environment.  Among other things, you can simulate limit conditions that might be very difficult to create, and even harder to reproduce, on the target hardware.
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Of course, practice is never as clean as theory.  In order to simulate asynchronous input to a device driver, you will probably have to poll the keyboard or read a file somewhere in a task loop.  In other words, your debug code will not be identical to your production code.  You will also have to set up your simulated environment, perhaps by creating a screen display that mimics the operator controls of your system.





Well-constructed macros offer a simple way to deal with this problem.  In the example shown here, if the symbol _DEBUG is defined the function DebugSetup is called at task initialization time to set up the simulation and DebugInput is called each time through the task loop to simulate I/O.  If _DEBUG is not defined, ie this is the production code, DEBUG_SETUP and DEBUG_INPUT are equated to null so no extraneous code remains.  Note that _DEBUG would probably be a command line define to the compiler.





The functions DebugSetup and  DebugInput are highly application-dependent and may be quite substantial. DebugInput must translate keyboard or file input into whatever form is required by the driver API.  It should also have a way to display the current input values to the user.
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As your debugging progresses, you may want to move to an instruction-level simulation of your target CPU.  This allows you to execute the program as compiled by the target processor’s C compiler.





Simulators exist for just about any CPU.  Good simulators provide facilities for profiling and other performance measurements.  Really good simulators accurately simulate cache and pipelining.





But instruction-level simulators aren’t particularly good at handling I/O.  They typically provide a facility to read and write the target’s I/O ports but that’s about all.  When you’re ready to start testing your device driver code, you would like to simulate the functionality of a complex peripheral, a network interface for example.





In the past there has been little support for this approach.  Recently however, EDA vendors have been teaming up with software tool vendors to integrate the former’s device simulation libraries with the latter’s instruction-level simulators.  This in fact was the primary motivation for Mentor Graphics’ acquisition of Microtec
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This approach can be particularly effective at the low end of the embedded systems spectrum where 8-bit controllers are evolving into components of ASIC libraries.  Peripheral and memory components are combined with the CPU core to create the proverbial “system on a chip”.





Very often in these cases, real silicon isn’t available until near the end of the development cycle.  So how do you test your driver code?  The slide here offers one possible solution.  The CPU’s instruction-level simulator interacts with a device simulation to provide a reasonably accurate simulation of the entire process.





At the moment, this solution tends to be proprietary and expensive.  There is however a movement in the hardware development community to gather a collection of simulation models into public domain libraries modelled after the GNU software effort.
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Conventional debugging relies heavily on the breakpoint, a mechanism to interrupt program execution at a specific point for the purpose of examining the state of the system at that moment.  While this approach is useful in a single-threaded environment where the sequence of execution is relatively obvious, the approach tends to break down in multitasking situations because the system’s state is affected by parallel threads of execution that aren’t being watched.  A more useful approach is to examine how the multiple execution threads have interacted to bring the system to its current state.





This slide illustrates the notion of instrumenting the operating system kernel.  The basic idea is that every time an operating system service is called, it makes an entry in an “Event Buffer” which includes the following information:


The ID of the service called


The ID of the task calling the service


The ID of the object that the service will act on, in this case a particular semaphore.


Some information about the current state of the object, in this case the semaphore count.


The time that this event occured, expressed in ticks since the system started.


The result of the service call.  For example, waiting for a semaphore usually results either in “success” or a timeout.





These events are collected in a first-in first-out buffer of sufficient depth to hold enough events of interest.  Alternatively, events could be written to a disk file for later analysis and as a test record.  Finally, the event buffer concept can be used in the target environment to enable a logic analyzer to capture operating system events.
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The event buffer can be thought of as a logic analyzer for the operating system in that it accumulates a history of OS events.  Think of a breakpoint as equivalent to the logic analyzer’s trigger.  When you reach the breakpoint (trigger), you review the event buffer in much the same way you scroll through a logic analyzer trace buffer to see how you got here. A task activated by a “hot key” is used to interpret the event buffer in text form.





The above slide shows an event record generated by a public domain multitasking kernel called uC/OS (microComputer Operating System).  I use uC/OS as the basis for a university extension course on realtime programming.





The first entry in each line identifies the type of event such as posting to or pending on a semaphore or mailbox, or a simple time delay.  The next entry is the object--semaphore, mailbox, or queue--which is acted upon identified by a number.  Next comes some information about the state of the object.  For semaphores it’s the current count.  For mailboxes and queues, it’s the message pointer and the first two bytes of the message.  The result is typically either “success” or a timeout error code.  Finally the task which caused the event, identified by a number, and the time in ticks when the event occured.





Note that events are recorded just before the kernel service returns to the calling task so that the function result can be recorded.  This is why, for example, the PENDSEM function is recorded after POSTSEM even though task 20 may have pended some time before task 1 posted.





If the event buffer is recorded to disk, a stand-alone program can be used to generate the same kind of display.  Note also that in many cases it may be more useful to dump the event buffer in reverse order, starting from the most recent event and working backwards.
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It’s worth noting that most commercial realtime OSes implement some degree of this kind of instrumentation.  The major vendors do a very good job of instrumenting their kernels and in fact this is the principal method by which they differentiate their products.





If the kernel you are using is not well instrumented, you can add your own even if you don’t have the source code.  Most kernels provide one or more “hook” functions which are called whenever a kernel service is called.  In the standard code the hook is just a dummy return.  You can replace the hook with your own function to log an event.  Even if you have the source code to your kernel, it may be preferrable to use this approach rather than modify the code.





Of course, if you’ve written your own kernel, or are using a public-domain kernel such as uC/OS, you can incorporate the instrumentation directly into the kernel.
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  Source-level debuggers and their assorted target connections are useful for perhaps 90% of debug work.  The last 10% of bugs often can’t be tracked down just by stepping through the code or setting breakpoints.


A clearly erroneous value occasionally appears in some variable.


What sequence of events caused this particular piece of code to be executed?


Occasionally a function or task runs longer than expected.





Finding this kind of bug requires some form of execution history and the ability to trigger that history on some combination of events or conditons.
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A logic analyzer provides exactly the sort of trace history and triggering capabilities to track down this class of bug.  Originally developed for hardware debug, a logic analyzer is basically a box of wide, deep, fast memory.





Once started, it samples continuously until a trigger condition occurs.  Then it counts down some number of samples, usually half the memory depth, and stops.  Now you have a record of what happened before the trigger as well as what happened after.  The resulting trace can be displayed either as a waveform or as numbers grouped as required for the specific application.
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Suitably configured, a logic analyzer can be a powerful software debug tool.  A special socket, called a “preprocessor”, plugs on top of the processor chip on the target.  This connects the logic analyzer to all of the address, data and control lines of the processor.





The logic analyzer can be loaded with an “inverse assembler” for the target processor so that the trace can be displayed in terms of instruction execution.  The address portion of the trace can be correlated with the program’s symbol table to allow tracing through the source code.





Trigger conditions can be set in symbolic terms.  A trigger can be set on a line number, read or write access to a specific variable, even a specific value, or range of values, of that variable.
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Going back to the notion of instrumenting the kernel, you can now use the logic analyzer as your event buffer to capture operating system events almost nonintrusively in real-time.  And whereas the time resolution in the host environment is generally limited to the period of the clock tick, the logic analyzer gives you at least microsecond resolution in tracking the sequence of events through the system.





Declare an area of memory bounded by two labels, Start_OS_datablock and End_OS_datablock within which you allocate a block for the event  record.  The Write_Event function copies the parameters of each OS call into this block. Then set the logic analyzer to record all writes to the area bounded by Start_OS_datablock and End_OS_datablock.





This level of capability doesn’t come cheap, but if you can afford it, you could save many hours of debugging grief.
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Debugging realtime software needn’t be a frustrating exercise in futility, nor does it have to take forever.  It doesn’t necessarily require a bench full of expensive test equipment although that certainly helps.  The key to successful debugging is careful planning and design.





The importance of good software structure cannot be overemphasized.  It is absolutely essential to isolate the hardware dependent code in separate modules and define a clean API between this code and the rest of the system.





The hardware-independent code can and should be tested in the host development environment where tools and facilities exist to make the debugging process more efficient.





Finally, when the software and hardware come together, be creative in using your logic analyzer.  Its not just for tracing bus-level activity or instruction execution.  Use it to build an execution history of operating system events that provide a high-level view of what’s happening.
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